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● Open Jupyter in CloudxLab’s “My Lab”

●

●

○ git clone https://github.com/cloudxlab/ml.git

●

○ cd ml && git pull origin master

●

○ machine_learning/end_to_end_project_bootcamp.ipynb

● Goto Files

https://github.com/cloudxlab/ml.git








>>> import pandas as pd
>>> import os

>>> HOUSING_PATH = 'datasets/housing/'

>>> def load_housing_data(housing_path=HOUSING_PATH): 
csv_path = os.path.join(housing_path, 

"housing.csv") 
    return pd.read_csv(csv_path)

>>> housing = load_housing_data()
>>> housing.head()

Run this in notebook
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>>> import pandas as pd
>>> import os

>>> HOUSING_PATH = 'datasets/housing/'

>>> def load_housing_data(housing_path=HOUSING_PATH): 
    csv_path = os.path.join(housing_path, 
"housing.csv") 
    return pd.read_csv(csv_path)

>>> housing = load_housing_data()
>>> housing.head()

# Run this in notebook
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>>> %matplotlib inline

>>> import matplotlib.pyplot as plt

>>> housing.hist(bins=50, figsize=(20,15))

>>> plt.show()
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○ train_test_split() 

○

●

○

○



>>> np.random.seed(42)

>>> import numpy as np

def split_train_test(data, test_ratio):

shuffled_indices = np.random.permutation(len(data)) 

test_set_size = int(len(data) * test_ratio) 

test_indices = shuffled_indices[:test_set_size] 

train_indices = shuffled_indices[test_set_size:]

return data.iloc[train_indices], 

data.iloc[test_indices]



● np.random.permutation

●

○

● split_train_test 
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○



●

●

●

● split_train_test 



split_train_test

>>> train_set, test_set = split_train_test(housing, 0.2)

>>> print(len(train_set), "train +", len(test_set), 

"test")

16512 train + 4128 test



split_train_test
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>>> import hashlib

>>> def test_set_check(identifier, test_ratio, hash):

return hash(np.int64(identifier)).digest()[-1] < 256 * 

test_ratio

>>> def split_train_test_by_id(data, test_ratio, id_column, 

hash=hashlib.md5): 

ids = data[id_column]

in_test_set = ids.apply(lambda id_: test_set_check(id_, 

test_ratio, hash))

return data.loc[~in_test_set], data.loc[in_test_set]
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>>> housing_with_id = housing.reset_index()

>>> train_set, test_set = 

split_train_test_by_id(housing_with_id, 0.2, "index")

Run it on Notebook
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>>> housing_with_id["id"] = housing["longitude"] * 1000 

+ housing["latitude"]

>>> train_set, test_set = 

split_train_test_by_id(housing_with_id, 0.2, "id")

Run it in Notebook
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>>> from sklearn.model_selection import train_test_split

>>> train_set, test_set = train_test_split(housing, 

test_size=0.2, random_state=42)

Run it in notebook
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>>> housing["median_income"].hist()





●



●



●

●

○

●

○

○





●

○

○



>>> housing["income_cat"] = 

np.ceil(housing["median_income"] / 1.5)

>>> housing["income_cat"].where(housing["income_cat"] < 

5, 5.0, inplace=True)



>>> housing["income_cat"].value_counts()



>>> housing["income_cat"].hist()
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>>> from sklearn.model_selection import StratifiedShuffleSplit

>>> split = StratifiedShuffleSplit(n_splits=1, test_size=0.2,

random_state=42)

>>> for train_index, test_index in split.split(housing, housing["income_cat"]):

strat_train_set = housing.loc[train_index]

strat_test_set = housing.loc[test_index]

Run it in notebook





>>> 

strat_test_set["income_cat"].value

_counts() / len(strat_test_set)

>>>

housing["income_cat"].value_counts

() / len(housing)







>>> def income_cat_proportions(data):

    return data["income_cat"].value_counts() / len(data)

>>> train_set, test_set = train_test_split(housing, test_size=0.2, 

random_state=42)

>>> compare_props = pd.DataFrame({

    "Overall": income_cat_proportions(housing),

    "Stratified": income_cat_proportions(strat_test_set),

    "Random": income_cat_proportions(test_set),

}).sort_index()

>>> compare_props["Rand. %error"] = 100 * compare_props["Random"] / 

>>> compare_props["Overall"] - 100

>>> compare_props["Strat. %error"] = 100 * compare_props["Stratified"] 

/ compare_props["Overall"] - 100
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>>> for set in (strat_train_set, strat_test_set):

set.drop(["income_cat"], axis=1, inplace=True)

Run in Notebook
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>>> housing = strat_train_set.copy()

Run it on Notebook
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>>> housing.plot(kind="scatter", x="longitude", 

y="latitude")

Run it on Notebook
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>>> housing.plot(kind="scatter", x="longitude", 

y="latitude", alpha=0.1)



   

      



>>> housing.plot(kind="scatter", x="longitude", 

y="latitude", alpha=0.4,

    s=housing["population"]/100, label="population", 

figsize=(10,7),

    c="median_house_value", cmap=plt.get_cmap("jet"), 

colorbar=True,

    sharex=False)

>>> plt.legend()
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● corr() 



>>> corr_matrix = housing.corr()

>>> 

corr_matrix["median_house_value"].sort_values(ascending=

False)

Run it in Notebook
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○ scatter_matrix
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>>> from pandas.tools.plotting import scatter_matrix

>>> attributes = ["median_house_value", "median_income", 

"total_rooms", "housing_median_age"]

>>> scatter_matrix(housing[attributes], figsize=(12, 8))

Run it in Notebook











●

>>> housing.plot(kind="scatter", x="median_income", 

y="median_house_value", alpha=0.1)

>>> plt.axis([0, 16, 0, 550000])

Run it in Notebook
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>>> housing["rooms_per_household"] = 

housing["total_rooms"]/housing["households"]

>>> housing["bedrooms_per_room"] = 

housing["total_bedrooms"]/housing["total_rooms"]

>>> 

housing["population_per_household"]=housing["population"

]/housing["households"]

Run it in Notebook



●

>>> corr_matrix = housing.corr()

>>> 

corr_matrix["median_house_value"].sort_values(ascending=

False)

Run it in Notebook
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>>> housing = strat_train_set.drop("median_house_value", 

axis=1) 

>>> housing_labels = 

strat_train_set["median_house_value"].copy()

Note- drop() creates a copy of the data and does not 

affect strat_train_set
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>>> sample_incomplete_rows = 

housing[housing.isnull().any(axis=1)].head()

Run it in Notebook



● dropna()

>>> sample_incomplete_rows.dropna(subset=["total_bedrooms"])



● drop()

>>> sample_incomplete_rows.drop("total_bedrooms", axis=1)



● fillna()

●

>>> median = housing["total_bedrooms"].median()

>>> 

sample_incomplete_rows["total_bedrooms"].fillna(median, 

inplace=True)

>>> sample_incomplete_rows

Run it in Notebook



● fillna()
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>>> from sklearn.impute import SimpleImputer

>>> imputer = SimpleImputer(strategy="median")
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>>> housing_num = housing.drop("ocean_proximity", 

axis=1)
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>>> imputer.fit(housing_num)
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>>> X = imputer.transform(housing_num)

>>> X



●

>>> housing_tr = pd.DataFrame(

X, 

columns=housing_num.columns

)

>>> housing_tr.head()
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>>> housing_cat = housing['ocean_proximity']

>>> housing_cat.head(10)



>>> df = pd.DataFrame({

'A':['type1','type3','type3', 'type2', 'type0']

    })

>>> df['A'].factorize()



>>> housing_cat_encoded, housing_categories = 

housing_cat.factorize()

>>> housing_cat_encoded[:10]

Output-

array([0, 0, 1, 2, 0, 2, 0, 2, 0, 0])



>>> housing_categories

Index(['<1H OCEAN', 'NEAR OCEAN', 'INLAND', 'NEAR BAY', 

'ISLAND'], dtype='object')
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>>> from sklearn.preprocessing import OneHotEncoder

>>> encoder = OneHotEncoder()

>>> housing_cat_1hot = 

encoder.fit_transform(housing_cat_encoded.reshape(-1,1))

>>> housing_cat_1hot

Output - 
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>>> housing_cat_1hot.toarray()
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>>> cat_encoder = CategoricalEncoder(encoding="onehot-dense")

>>> housing_cat_reshaped = housing_cat.values.reshape(-1, 1)

>>> housing_cat_1hot = cat_encoder.fit_transform(housing_cat_reshaped)

>>> housing_cat_1hot



>>> cat_encoder.categories_
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○ fit()

○ transform()

○ fit_transform()

■ Or add TransformerMixin as a base class instead of 

fit_transform
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# Creating DataFrame first

>>> import pandas as pd

>>> s1 = pd.Series([1, 2, 3, 4, 5, 6], index=(range(6)))

>>> s2 = pd.Series([10, 9, 8, 7, 6, 5], index=(range(6)))

>>> df = pd.DataFrame(s1, columns=['s1'])

>>> df['s2'] = s2

>>> df 



# Use Scikit-Learn minmax_scaling

>>> from mlxtend.preprocessing import minmax_scaling

>>> minmax_scaling(df, columns=['s1', 's2'])
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●
>>> from sklearn.pipeline import Pipeline

>>> from sklearn.preprocessing import StandardScaler

>>> num_pipeline = Pipeline([

('imputer', SimpleImputer(strategy="median")), 

('attribs_adder', CombinedAttributesAdder()), 

('std_scaler', StandardScaler()),

 ])

>>> housing_num_tr = num_pipeline.fit_transform(housing_num)



●
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num_pipeline = Pipeline([

('imputer', SimpleImputer(strategy="median")), 

………………
………………
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class DataFrameSelector(BaseEstimator, TransformerMixin):

    def __init__(self, attribute_names):

        self.attribute_names = attribute_names

    def fit(self, X, y=None):

        return self

    def transform(self, X):

        return X[self.attribute_names].values



●
>>> num_attribs = list(housing_num)

>>> num_pipeline = Pipeline([

('selector', DataFrameSelector(num_attribs)),

('imputer', SimpleImputer(strategy="median")),

('attribs_adder', CombinedAttributesAdder()),

('std_scaler', StandardScaler()),

 ])



●
>>> cat_attribs = ["ocean_proximity"]

>>> cat_pipeline = Pipeline([

        ('selector', DataFrameSelector(cat_attribs)),

        ('cat_encoder', CategoricalEncoder(encoding="onehot-dense")),

    ])



● num_pipeline cat_pipeline

>>> from sklearn.pipeline import FeatureUnion

>>> full_pipeline = FeatureUnion(transformer_list=[

        ("num_pipeline", num_pipeline),

        ("cat_pipeline", cat_pipeline),

    ])
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>>> housing_prepared = full_pipeline.fit_transform(housing)

>>> housing_prepared
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● The dotted line represents the original model that was 

trained with a few countries missing.



● The dashed line is our second model trained with all 

countries



● The solid line is a linear model trained with the same 

data as the first model but with a regularization 

constraint. 



Observations from the above example:

● Regularization forced the model to have a smaller 

slope

● Fits a bit less on the training data that the model 

was trained on

● But actually allows it to generalize better to new 

examples.
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In the above plot the model doesn’t fit perfectly on the 

training data, hence it is a case of underfitting.
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>>> from sklearn.linear_model import LinearRegression

>>> lin_reg = LinearRegression()

>>> lin_reg.fit(housing_prepared, housing_labels)

Training Set Target Column



>>> from sklearn.linear_model import LinearRegression

>>> lin_reg = LinearRegression()

>>> lin_reg.fit(housing_prepared, housing_labels)

Training Set Target Column



●

>>> some_data = housing.iloc[:5]

>>> some_labels = housing_labels.iloc[:5]

>>> some_data_prepared = full_pipeline.transform(some_data)

>>> print("Predictions:", lin_reg.predict(some_data_prepared))

>>> print("Actual values", list(some_labels))
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>>> from sklearn.metrics import mean_squared_error

>>> housing_predictions = lin_reg.predict(housing_prepared)

>>> lin_mse = mean_squared_error(housing_labels, 

housing_predictions)

>>> lin_rmse = np.sqrt(lin_mse)

>>> lin_rmse

>>> 68628.413493824875



>>> lin_rmse

>>> 68628.413493824875
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>>> from sklearn.tree import DecisionTreeRegressor 

>>> tree_reg = DecisionTreeRegressor()

>>> tree_reg.fit(housing_prepared, housing_labels)



>>> housing_predictions = tree_reg.predict(housing_prepared)

>>> tree_mse = mean_squared_error(housing_labels, 

housing_predictions)

>>> tree_rmse = np.sqrt(tree_mse)

>>> tree_rmse

Output - 0.0



>>> housing_predictions = tree_reg.predict(housing_prepared)

>>> tree_mse = mean_squared_error(housing_labels, 

housing_predictions)

>>> tree_rmse = np.sqrt(tree_mse)

>>> tree_rmse

Output - 0.0
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>>> from sklearn.model_selection import cross_val_score

>>> scores = cross_val_score(tree_reg, housing_prepared, 

housing_labels, scoring="neg_mean_squared_error", cv=10)

>>> tree_rmse_scores = np.sqrt(-scores)

K-fold Cross-Validation
10 folds
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>>> def display_scores(scores):

    print("Scores:", scores)

    print("Mean:", scores.mean())

    print("Standard deviation:", scores.std())

>>> display_scores(tree_rmse_scores)

Scores: [ 70232.0136482   66828.46839892  72444.08721003  

70761.50186201 71125.52697653  75581.29319857  70169.59286164  

70055.37863456 75370.49116773  71222.39081244]

Mean: 71379.0744771

Standard deviation: 2458.31882043



●

>>> lin_scores = cross_val_score(lin_reg, housing_prepared, 

housing_labels, scoring="neg_mean_squared_error", cv=10)

>>> lin_rmse_scores = np.sqrt(-lin_scores)

>>> display_scores(lin_rmse_scores)

Scores: [ 66782.73843989  66960.118071    70347.95244419  

74739.57052552 68031.13388938  71193.84183426  64969.63056405  

68281.61137997 71552.91566558  67665.10082067]

Mean: 69052.4613635

Standard deviation: 2731.6740018
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>>> from sklearn.ensemble import RandomForestRegressor

>>> forest_reg = RandomForestRegressor(random_state=42)

>>> forest_reg.fit(housing_prepared, housing_labels)

>>> housing_predictions = forest_reg.predict(housing_prepared)

>>> forest_mse = mean_squared_error(housing_labels, 

housing_predictions)

>>> forest_rmse = np.sqrt(forest_mse)

Output - 21941.911027380233



●

>>> from sklearn.model_selection import cross_val_score

>>> forest_scores = cross_val_score(forest_reg, housing_prepared, 

housing_labes, scoring="neg_mean_squared_error", cv=10)

>>> forest_rmse_scores = np.sqrt(-forest_scores)



●

>> display_scores(forest_rmse_scores)

Scores: [ 51650.94405471  48920.80645498  52979.16096752  

54412.74042021 50861.29381163  56488.55699727  51866.90120786  

49752.24599537 55399.50713191  53309.74548294]

Mean: 52564.1902524

Standard deviation: 2301.87380392
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>>> from sklearn.model_selection import GridSearchCV

>>> param_grid = [

{'n_estimators': [3, 10, 30], 'max_features': [2, 4, 6, 8]},

{'bootstrap': [False], 'n_estimators': [3, 10], 

'max_features':[2, 3, 4]

},

]

>>> forest_reg = RandomForestRegressor()

>>> grid_search = GridSearchCV(forest_reg, param_grid, cv=5, 

scoring='neg_mean_squared_error')

>>> grid_search.fit(housing_prepared, housing_labels)



●

>>> grid_search.best_params_

Output-

{'max_features': 8, 'n_estimators': 30}



●

>>> grid_search.best_estimator_

Output-
RandomForestRegressor(bootstrap=True, criterion='mse', max_depth=None,

max_features=8, max_leaf_nodes=None,

min_impurity_decrease=0.0, min_impurity_split=None, 

min_samples_leaf=1, min_samples_split=2, 

min_weight_fraction_leaf=0.0, n_estimators=30, 

n_jobs=1, oob_score=False, random_state=42,

        verbose=0, warm_start=False

)



●

>>>  cvres = grid_search.cv_results_

>>>  for mean_score, params in zip(cvres["mean_test_score"], 

cvres["params"]):

    print(np.sqrt(-mean_score), params)
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>>> feature_importances = 

grid_search.best_estimator_.feature_importances_

>>> extra_attribs = ["rooms_per_hhold", "pop_per_hhold", 

"bedrooms_per_room"]

>>> cat_encoder = cat_pipeline.named_steps["cat_encoder"]

>>> cat_one_hot_attribs = list(cat_encoder.categories_[0])

>>> attributes = num_attribs + extra_attribs + cat_one_hot_attribs

>>> sorted(zip(feature_importances, attributes), reverse=True)
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>>> final_model = grid_search.best_estimator_



# Predictors

>>> X_test = strat_test_set.drop("median_house_value", 

axis=1)

# Labels

>>> y_test = strat_test_set["median_house_value"].copy()



>>> X_test_prepared = full_pipeline.transform(X_test)



>>> final_predictions = final_model.predict(X_test_prepared)

# Calculate final RMSE

>>> final_mse = mean_squared_error(y_test, 

final_predictions)

>>> final_rmse = np.sqrt(final_mse)



>>> final_rmse = final_model.predict(X_test_prepared)

47,766.0039
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